
Optimality Syntax: Introduction to Basic Concepts

1 Exceptions and conflict
Describing syntactic phenomena is a matter of observing general patterns in the behaviour of elements within an expression. It has always been a guiding principle that the more general we view these patterns, the better. To take a trivial example, consider the following:

(1)
a
the man/men


b
a man/*men

Although perfectly true, it is clearly inadequate to conclude from these observations that the word the can be accompanied by either the word man or men while a can only be accompanied by man. The conclusion is far too specific and would not be applicable to observations outside of those in (1). Instead we need concepts, such as noun and plural, to enable us to make statements of a more general nature and these in turn enable us to come to some understanding of the syntactic system.
Yet pursuing this meta-principle of grammatical description more often than not leads to frustrations as no matter how cleverly we word our general statements or how intricate we make our concepts, there always appears to be a small number of annoying exceptions. One only needs to cast an eye over a the footnotes of a ‘comprehensive’ descriptive grammar, such as Quirk et al. (1985) for example, to see the extent of the problem.
There are a number of reactions that linguists have to such exceptions. A conscientious descriptive grammarian will simply note the exceptions, perhaps in a footnote, and include these as part of the description itself; though, of course, this does detract a little from the elegance of the description and so these should be kept to a minimum. A strategy more often adopted by theoretical syntacticians is to view the exceptions as telling us that we haven’t quite got our generalisations right, but that there is something yet to be discovered that when we find it will solve the problem and lead us to a greater understanding. But rather than let these problems halt progress in areas that such progress can be made in, these exceptions are to be duly noted (perhaps in a footnote) and put on the ‘backburner’ awaiting further investigation.

Another fairly common reaction is to try to accommodate the exceptions into the generalisations as they stand. Invariably this means restricting the scope of the generalisation so that it is inapplicable in the case of the exceptions. In principle, this isn’t a particularly good idea as such restrictions rarely further our understanding of the phenomena under investigation and they result in a weaker generalisation. Clever wording can help to disguise restrictions and give the impression of greater generality, though this is obviously a dangerous practise. It has been claimed (Speas 1997) that virtually every principle of the Government and Binding Grammar contained such a restriction. Here are a few examples:
(2)
the Case Filter


all overt NPs are Case marked

(3)
Xn → Xm, where m = n or n – 1

(4)
Empty Category principle (ECP)

Traces must be properly governed.


A properly governs B if and only if A theta-governs B or A antecedent-governs B.


A theta-governs B if and only if A governs B and A theta-marks B.


A antecedent-governs B iff A governs B and A is coindexed with B.


(Haegeman 1994 p. 442)
In (2), the restriction is the word overt, which is meant to prevent the Case Filter from applying to PRO, an NP which always sits in Caseless positions. In (3), the restriction is ‘m = n’, which allows for adjunction which goes against the general condition in X-bar structures that each successive level in a phrase is one bar bigger than its head. (4) contains at least three restrictions. one of those a restriction within a restriction. First, note that the principle is not applicable to all empty categories as its name might suggest, as it is restricted in application to traces. This is not as innocent as might seem, as one of the earliest justifications for the ECP was a condition to ‘make empty categories visible’ in an expression (Chomsky 1981). In these terms, that it should be restricted to traces is somewhat surprising. Next the condition on empty categories (traces) is a restricted version of government. Again, this is not entirely innocent as the term ‘government’ was used here following the original aim of the theory: to reduce grammatical relationships to a few central ones (as the name Government and Binding theory suggests). Finally this kind of government is also exceptionally extended to include government by an antecedent to account for the behaviour of traces in subject positions.
My purpose here is not to be critical, but to point out the ways in which apparently general principles have been watered down through restrictions which at first sight might not be entirely obvious.

What all of the above approaches to exceptions have in common is to view exceptions as negative – things that prevent elegant descriptions or things that point out that the descriptions are not quite right. Clearly the view is that we would be much better off if only we could get rid of the exceptions. Yet exceptions are persistent and perhaps this is not the right attitude. It may be that the persistence of exceptions indicates a fact about the human linguistic system: maybe exceptions are a natural part of this system and if so attempting to avoid them is exactly the wrong thing to do. If this is so, what we should be doing is trying to build exceptions into our theories so that we can understand and account for them.
1.1 Asimov’s Laws of Robotic

Isaac Asimov, the American Science Fiction writer, spent a good deal of his writing career puzzling over the problems of creators and their creations. The main problem is this: if a creator creates a sentient being, the chances are that the creation will be better than the creator, otherwise what would the point be? For example, if humans created intelligent robots they would do so for a purpose, probably to do things humans can’t do or things they can only better. Thus inevitably robots will be stronger, faster and probably more intelligent than humans. But obviously if the creation out-performs the creator, the creator is at a disadvantage and is ultimately threatened by the creation: how could humans prevent a super-race of robots from taking over? Thus, Asimov reasoned, robots must be made with certain safeguards built in. For example, we would want to ensure that robots did not do anything to harm humans and also that they did what humans told them to do (a superior robot that decided that humans were not worth working for would not be much use!). Finally, obviously being valuable items, we would not want robots out of carelessness or despondency at having to serve inferior humans to damage themselves and so a degree of self preservation should also be built in.
We might formulate these inbuilt precautions thus:

1. A robot may not injure a human being or, through inaction, allow a human being to come to harm. 

2. A robot must obey orders given to it by human beings. 

3. A robot must protect its own existence. 

What Asimov was interested in however was that there are situations which could arise in which it would be impossible for a robot to decide what to do in accordance with the three Laws of Robotics. For example, what if a human were to command a robot to do something that would be dangerous to the robot. If the robot acted in accordance to Law 2 and obeyed the command, it would do so in violation of Law 3. But if it refused the order in accordance with Law 3, it would do so in violation of Law 2. 

There are many such situations that we could think of to frustrate robots: a human orders a robot to kill another human or a robot has to choose between protecting itself or protecting a human, etc. These are the situations that could lead to some kind of robotic madness or perpetual indecision. To help with the situation Asimov suggested that sometimes the Laws can be legitimately violated, i.e. in exactly those situations in which obeying one Law involves violating another.
Enjoyable though all this stuff is, you might be wondering what it has got to do with linguistics and especially the problem of exceptions to general principles. The point is that Asimov’s system of Laws allows robots to sometimes behave exceptionally: normally a robot would obey a human, but if obeying a human command were to lead to the violation of another Law, the robot might choose to exceptionally not obey. Asimov has therefore laid the foundations of a theory of exceptions. The theory is based on the following principles:

1. Laws can have conflicting requirements.

2. A Law can be legitimately ignored if by doing so a conflicting Law is adhered to.
Although, to my knowledge, Asimov’s contribution to Optimality Theory has never been acknowledged (though Asimov’s Laws predated OT by about 40 years), it turns out that this is exactly the way Optimality Theory works. It is a basic tenant of OT that linguistic principles conflict with each other and it is the resolution of this conflict that leads to the violation of certain principles and hence to exceptions to general principles.
Let me demonstrate this with a simple, though as equally a fictitious example as Asimov’s robot stories. Recall from above we saw that the Case Filter is not adhered to by PRO. We also know that PRO conforms to distributional conditions of its own and, whatever the proper account, it only appears in non-governed positions. For the sake of the argument let us call this the PRO Filter:

(5)
PRO Filter


PRO must occupy non-governed positions

Obviously the PRO Filter and the Case Filter as stated do not conflict as the PRO Filter concerns only PRO and the Case Filter only concerns overt NPs. It is mysterious why the Case Filter is restricted to overt NPs and it is a strangely coincidental that ungoverned positions are not Case positions. The situation can be represented in the following way:

(6)



Overt NP distribution

PRO distribution

What we seem to have is two different halves of the same puzzle. This puzzle can be solved precisely by getting rid of the restriction on the Case Filter and allowing the two conditions to conflict, thus:

(7)


We therefore restate the Case Filter:
(8)
Case Filter


all NPs are Case marked

The exceptional behaviour of PRO is now accounted for as it is the only NP that conforms to the PRO Filter and in doing so it has to violate the Case Filter. As there is no reason for other NPs to violate the Case Filter they will not.

2 Conflict resolution: ranking

There is still a question: if two principles conflict, how do we decide which to adhere to and which to violate? Let us return to Asimov’s robots to see how he solved this problem. Suppose Speedy the robot has been ordered to collect a certain substance from the surface of Mercury which humans need to survive. Unfortunately this substance can have disastrous effects on the internal circuitry of robots and so the task places Speedy in a certain amount of personal danger. What does he do? If he obeys the order he adheres to the second Law but violates the third and if he disobeys he satisfied the third law but violates the second.

As robots are presumably created to fulfil exactly this kind of purpose, Asimov figured that the second Law should be more important than the third. Thus in cases of conflict, a robot should risk itself to carry out human commands. Similar reasoning places the first Law above the second: there should be no conditions which allow robots to harm humans, even obeying a command. Thus, the first Law takes precedence over the second and third and the second takes precedence over the third. In other words, the Laws are ranked in order of importance and this ranking determines which can be violated in cases of conflict.
We can represent the decision making process the robot faces in the following way:

	(9)
	Speedy is told to collect 

substance X from Mercury
	Law 1
	Law 2
	Law 3

	(
	collect substance X
	
	
	*

	
	don’t collect substance X
	
	*!
	


In table (9) the top left cell contains the situation that calls for a decision by the robot. Underneath we list the possible decisions. These possibilities are then evaluated against the Laws, which are placed in rank order, most important first. Asterisks indicate which possible action violates which Law and an exclamation mark against an asterisk indicates a ‘fatal’ violation: a violation of a Law by one possible course of action that another course of action which has not already been eliminated does not violate. A fatal violation eliminates a possible decision that incurs it. The pointy finger on the left indicates the chosen decision. Note that the second possible decision is eliminated by its fatal violation of Law 2, but the first possible decision is not eliminated by its violation of Law 3 as this is not fatal, there being no non-eliminated alternative that satisfies this Law.

Compare the above situation with the following:

	(10)
	Substance X is needed to 

mend the engine
	Law 1
	Law 2
	Law 3

	
	collect substance X
	
	
	*!

	(
	don’t collect substance X
	
	
	


In this case, as no human orders Speedy to get substance X and given that it poses a danger to the robot, the decision is not to collect it.
We can do a very similar thing with our fictitious grammatical example concerning the distribution of PRO. Ranking the PRO Filter above the Case Filter allows PRO to violate the Case Filter, though not overt NPs:

	(11)
	
	PRO Filter
	Case Filter

	(
	… [PRO to collect substance X]
	
	*

	
	… [PRO collects substance X]
	*!
	


	(12)
	
	PRO Filter
	Case Filter

	
	… [Speedy to collect substance X]
	
	*!

	(
	… [Speedy collects substance X]
	
	


In (11) we have the situation in which PRO is either sitting in the subject of a non-finite clause or that of a finite clause. In the first case the position is ungoverned and Caseless whilst in the second it is a Case position and governed. The second violates the PRO filter fatally and therefore the first is grammatical. In (12) the situation differs in that the subject is an overt NP. As the PRO Filter is irrelevant for this element, both expressions satisfy it vacuously. The second is therefore grammatical as the first fatally violates the Case Filter.
3 Competition and Candidates
You will note that in all the examples we have given so far, there have been a number of possibilities: choices for robots, expressions for language. This is an essential part of an optimality system as obviously if there is only one choice that will be the one selected no matter how many Laws or linguistic principles it violates. There can be no fatal violations of rules without more than one possibility. This means that for an optimality system there has to be competition.
We call the elements which enter the competition the candidates and collectively they form the candidate set. The candidate set is evaluated by the ranked conditions and by this evaluation process one of the candidates is selected as ‘optimal’. Generally this can be seen in the following way:
(13)
Candidate Set → Evaluation → Optimal Candidate

A rather essential issue arises at this point, which is: where does the candidate set come from? This is important as obviously the candidate set plays a role in determining the optimal candidate in that some candidate can only be optimal if it is part of the candidate set in the first place.

In Optimality Theory in general the stance is often taken that because we want the linguistic principles of the evaluation to do most of the work in deciding the optimal (grammatical) candidate, the candidate set should be as little restricted as possible. Of course, the candidate set must be appropriately related: the robot trying to decide what to do in a given life or death situation on Mercury should not consider the best way of making an omelette as part of the process, unless this has got something to do with the situation. Similarly to decide on grammaticality one presumably should not consider the day of the week or the wind direction. Thus, there needs to be a general process which determines the set of possible candidates for a given optimality system. This is often referred to as the candidate generator or GEN for short. We thus have the following picture:
(14)
GEN → candidate set → evaluation → optimal candidate

At this point we will part company with Asimov and his robots as the issue of how robots know what their choices are in any circumstance takes us too far from our intended path. From now on, then, we will stick to linguistics.

The definition of GEN is an important, though not necessarily very interesting issue. The more content that is attributed to GEN the less work the evaluation has to do and thus if we wish most of the work to be carried out by the evaluation we should attribute as little as possible content to it. As a rough rule of thumb we might say that GEN determines the limits of possibility within the system and thus for a linguistic system GEN generates only linguistically possible candidates, though not necessarily ones that are grammatical in any particular language. We might take GEN therefore as containing very general linguistic processes that are applicable for forming linguistic expressions. Obviously, this is rather vague and, as we will see, is open to interpretation.
4 The ba-problem and the input
This leads us to the next development. Suppose that GEN is a device for generating all possible linguistic expressions and therefore the candidate set consists of all these expressions. If this is true, there will only be one competition and therefore only one optimal candidate. This is often termed the ‘ba’ problem after a well known, though misdirected, criticism of Optimality Theory by Chomsky: Chomsky considers that if everything competes with everything else and the best is selected, then whole languages would reduce to the best sentence made up of the best phrase made up of the best word made up of the best morpheme made up of the best syllable, perhaps ‘ba’!

Clearly this cannot be how things work. What is needed is that for each grammatical expression there must be a different competition from which it emerges as the optimal one of the candidates which enter the competition. The question is how to differentiate one competition from another?

In order to discover a solution to this problem, consider a real issue in syntax. As we know languages differ in terms of their general arrangement of the major elements of a sentence: S, V and O. Presumably we want our grammar to determine what the basic word order of a given language is. As far as we can tell, all logically possible orders are naturally possible in human linguistic systems, though statistically some are more frequent than others. It follows then that all possible orders should be in the candidate set:

(15)
John loves Mary


John Mary loves


loves John Mary


loves Mary John


Mary John loves


Mary loves John

Which one of these is grammatical will be determined by the linguistic principles and their ranking in the evaluation part of the grammar. This seems reasonable. However now consider another possible candidate:

(16)
a cat sat on the mat

It would not be reasonable to assume that this candidate could enter into the competition so far discussed as we would not want the situation to arise in which a language could not accept the grammaticality of a sentence like John loves Mary because it accepts the grammaticality of the sentence a cat sat on the mat. Nor vice versa.
Fairly obviously the set of expressions in (15) share something in common that differentiate them from (16). We can see this in one of two ways. Either we say that what they have in common is that they contain the same lexical elements, or we say that they express the same meaning. To some extent these things are connected. If we limit the candidate set to those which are associated with the same lexical foundation or the same meaning, we can solve the ba problem as then there will be different competitions for different expressions.

The way to do this is usually assumed to be to provide GEN with a unique starting point for generating candidates in the candidate set for each expression. This is termed the input:
(17)
input → GEN → candidate set → evaluation → optimal candidate

The idea is that GEN takes the elements of the input and performs general linguistic operations on them to produce the candidate set.
5 Variation and Universality

The final issue we will discuss concerns the issue of linguistic variation. Asimov’s robotic laws were meant to be universally applied to all of robot kind in the proposed ranking as all robots were supposed to behave the same in these respects. He did however consider one case of a particularly expensive robot (Speedy, in fact) whose designers really didn’t want to lose and so they ‘strengthened’ the third Law in this robot. Subsequently this robot would not do what it was told if this put the robot itself in danger, unless by not obeying an order put humans in danger too. A representation of this situation might look as follows:
	(18)
	Speedy is told to collect 

substance X from Mercury
	Law 1
	Law 3
	Law 2

	
	collect substance X
	
	*!
	

	(
	don’t collect substance X
	
	
	*


	(19)
	Speedy is told to collect 

substance X from Mercury

otherwise humans will die
	Law 1
	Law 3
	Law 2

	(
	collect substance X
	
	*
	

	
	don’t collect substance X
	*!
	
	*


The re-ranking of the Laws, then, produces a robot that behaves differently to the others. From a linguistic point of view, we can see that re-ranking the linguistic principles will have a similar effect in that this may lead to another candidate from the candidate set being selected and hence we produce linguistic variation.
Again, a simplistic example may serve to clarify. We know that one dimension of linguistic variation concerns languages which move wh-elements to the front of a clause and those which do not move wh-elements at all. Suppose we attack this problem somewhat unsubtly by proposing the following two conditions:

(20)
move wh


move wh-elements to the front of the clause

(21)
Stay


don’t move

Now suppose move wh is ranked above Stay. In this case, although there may be a general tendency in the language not to move elements, wh-elements will violate this general tendency in order to satisfy the higher ranked constraint:

	Eg
	
	move wh
	Stay

	
	he said what
	*!
	

	(
	what he said
	
	*


Hence we have an English type language, though obviously we are not considering complex issues such as auxiliary inversion in this toy system.

Now consider the other ranking, with Stay ranked above move wh:

	Eg
	
	Stay
	move wh

	(
	he said what
	
	*

	
	what he said
	*!
	


In this case, wh-elements follow the general tendency to not move and hence we get a Chinese type language.

In general the OT assumption is that constraint ranking is the only source of linguistic variation, apart from lexical differences. The Universal Base Hypothesis states that the candidate set is invariant across languages due to GEN applying in exactly the same way in all cases.
This allows another fairly strong assumption to be made concerning the linguistic principles involved in evaluating the candidate set. If languages only differ in terms of the ranking of linguistic principles, the principles themselves will be exactly the same in all languages. From this perspective, Universal Grammar can be seen as being directly instantiated in every possible human language. 
This is quite different from the parameterised nature of some other theories, as a parameter is a device which allows for a selection from a set of possibilities, the combination of which comprises Universal Grammar. This version of universality views Universal Grammar to be rather like a supermarket with all the possible selections on the shelves. Individual languages are then like the shopping trolleys, with specific selected items in them. Universality from this perspective is a relatively weak notion, as universal elements do not have to be part of all human grammars. Indeed, it would be possible, under these assumptions, for something to be considered universal even if it were noted in just one human language. At its absurd limits, it would also allow all language to differ entirely from each other, the sum collection of all their properties being UG. This is not a particularly attractive view as it clearly places very little restriction on what can be considered a parameter and ultimately this weakens the explanatory content of a theory that adopts it.
In comparison the universality of OT is much stronger. If some principle is assumed to account for some language, it must be assumed to be part of every linguistic system and therefore potentially effective in all languages. In principle then it is far more difficult to provide analyses for particular linguistic phenomena, but if successful such analyses attain a level of explanation which is relatively high.
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